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Introduction 
The concept behind Activity-Based Models (ABM) is an intuitively appealing one. These models promise 
to simulate in realistic detail the complex decisions we all make in arranging our daily lives, taking 
numerous conflicting constraints into account to generate feasible schedules addressing both the 
necessary and discretionary reasons to travel. Moreover, they aim to do so for each person residing in 
the study area, taking individual and household-level differences into account while predicting their 
schedules for the day. These are key deviations from the traditional trip-based travel demand model 
that has served as the workhorse of travel forecasting for decades. With an ABM, individual-specific 
effects such as gender, driver license status and work industry can be combined with household-specific 
demographics (income, auto ownership, etc.) in a manner that the aggregate trip-based models could 
never handle. This opens up the possibility of reporting model outputs at any desired level (person, tour, 
household, trip, etc.), offering a fine-grained look at travel behavior, their consequences on network 
performance and their sensitivity to system changes. 

ABMs are the culmination of several prior extensions to address the limitations of trip-based models. 
Disaggregate travel demand models (i.e., models at the individual person level) have compelling 
advantages that have been recognized for roughly half a century. These advantages have been cited as 
statistical efficiency, behavioral realism, and policy sensitivity and were recognized contemporaneously 
with the rise of discrete choice models that provided suitable estimators for disaggregate level analysis. 

The initial foray into the application of disaggregate models came in the form of mode choice models 
estimated with multinomial logit (MNL) specifications and based on econometric choice behavior 
modeling theory. These early models were applied to aggregate zonal data to generate mode shares of 
trips between origin-destination pairs. The research community then extended disaggregate analysis to 
destination choice and trip generation, although surprisingly, use of choice models for trip (and tour) 
generation (e.g. Huntsinger and Rouphail, 2013) came later in the process.  There was also some 
research into route choice models, although these are less commonly encountered in regional travel 
demand models and are more prevalent in traffic simulation models. 

Hybrid models have combined a disaggregate treatment of the initial steps (such as trip generation and 
distribution) with a more traditional, aggregate approach to the rest of the demand side of the model 
(including mode split). In fact, such models are already the adopted platform for two of the three 
Central Coast agencies. Others have developed trip-based models that are fully disaggregated, without 
explicitly modeling activity participation and duration. The STEP family of models developed by Caliper 
for the Las Vegas region is an example of such an approach that considered an array of granular 
phenomena including the cyclical evolution of the population through births, deaths and migration 
(Slavin and Lam, 2001; Caliper Corporation, 2003; Berry et al., 2007). A more detailed typology of hybrid 
travel demand models is presented in Bernardin (2018). ABMs are the next step in the progression 
towards higher-fidelity demand estimation with a focus on activity participation as the primary driver of 
travel, rather than estimating travel as the end goal by itself. 
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Trip-Based Models Activity-Based Models 
Model type Aggregate Disaggregate 
Decision-
makers 

Average person Full population (individuals & households) 

Modeled 
entity 

Trips Activities, served by tours 

Demographic 
variables 

Aggregated to traffic analysis zones 
(TAZ): average HH size, HH auto 
ownership, HH income, … 

Household- and person-specific variables 
such as age, gender, income, … 

Trip 
generation 

Based on trip rates applied uniformly 
across all “average” persons in each 
segment 

Based on choice models that can capture 
the individual behavior observed in the 
survey 

Trip 
distribution 

Gravity models that assign destinations 
that attenuate with impedance. Cannot 
easily and flexibly capture special 
attractors, etc. 

Friction factors are used to calibrate 
trip length distributions. These may fit 
the base case but could break in 
scenario analysis. 

Destination choice models capture every 
location choice specific to the constraints 
and demographics of each 
person/household. 

Variables specific to each destination can 
be incorporated, with behavioral 
responses adapting to scenario changes. 

Size variables and shadow prices can be 
used to achieve doubly constrained 
solutions. 

Mode choice Predominantly based on aggregate 
Logit models that cannot incorporate 
person- or household-specific variables 
such as gender, driver license 
ownership, number of kids, number of 
seniors, etc. 

Cannot constrain based on intra-
household auto sufficiency constraints. 
(e.g. who gets the car in a 2-worker 
household?) 

Based on disaggregate Logit models that 
can flexibly include any relevant person 
and household variables. 
Choices can be made individually for each 
person. 

Constraints can be managed and applied 
in dynamic fashion based on priority (or 
similar) rules. 

Comes close to replicating real-life 
decision-making. 

Tour 
consistency 

Consistency between tour legs cannot 
be enforced in general. They can be 
post-processed at best to try to link 
legs from independently run aggregate 
models. (e.g.) travel mode to and from 
work cannot easily be constrained to 
be the same. 

Choice models are executed at the tour 
level for easy enforcement of various 
constraints. 

Household- 
and person-

Cannot be handled. Explicitly handled at the level of 
individuals and households. 

Table 1 provides a high-level comparison of trip-based and activity-based models. 
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Trip-Based Models Activity-Based Models 
level 
constraints 
Non- Dropped into categories such as HBO, Handled as explicit home-based and at-
mandatory NHBO, NHBW, etc. These are less work tours, together with intermediate 
activities structured than HBW and tend to lack 

precision in location and time choices. 
Hard to model intermediate stops. 

stop decisions. 

Allow for automatic book-keeping of 
vehicle occupancy, mode, etc. along a 
tour. 

Outputs Aggregate and at the level of zones, OD 
pairs and trips. 

One set of outputs per market 
segment. 

The time periods equal the peak and 
off-peak periods used by trip 
generation onwards. Results at a finer 
resolution cannot be obtained. Results 
at the tour level are also not available.  

Results are available at the person, 
household, tour and trip levels. These may 
be aggregated to any desired resolution. 

The time resolution is nearly continuous, 
with activity and trip start times and 
durations simulated by the minute. 

Peak period analysis can still be performed 
by aggregating the results to the trip-
based model’s period definitions. 

Model Aggregate response to zone-level In addition to trip-based model 
sensitivity input/network changes. capabilities, sensitivity to fine-grained 

time-space scenarios and policy variables 
(e.g. dynamic tolls, flexible parking 
policies/business operating hours). 

Table 1: Comparison of Trip-Based and Activity-Based Models 

Project Aims 
The level of detail in an ABM is of course expected to be accompanied by an unprecedented increase in 
modeling complexity. Some level of complexity is unavoidable in ABMs as they move from the 
previously aggregate handling of travel demand to a disaggregate treatment of each individual and their 
household. Under this project, a fresh approach to ABMs, one driven by the available data and 
statistically validated behavioral assumptions, has been developed by Caliper and applied to California’s 
Central Coast comprised of the Association of Monterey Bay Area Governments (AMBAG), San Luis 
Obispo Council of Governments (SLOCOG) and Santa Barbara County Association of Governments 
(SBCAG). 

The objective of this project was to explore an alternative ABM approach that is intelligible and 
potentially better at capturing key travel behavior and activity patterns for the Central Coast MPOs, 
without an unduly complicated framework. The overarching goal was to incorporate modeling features 
that impact traffic patterns and policy decisions. This should be achieved via an intuitive handling of 
activity pattern choices that are consistent both across individuals and the households they belong to. It 
is critical that the framework and implementation be computationally tractable with a user interface 
that collects all inputs, parameters and coefficients in a single location for seamless model 
management/maintenance. An integrated implementation with all demand- and network-side model 
pieces in one software platform will also boost ease of use and computational efficiency. 
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This project broadly targeted a few basic requirements aimed at making ABMs practical, locally relevant, 
tractable, easy to interpret and relatively simple to maintain: 

A data-driven model estimated from locally sourced data, minimizing asserted and transferred 
model structures and coefficients. 
A model whose decision complexity reflects the richness of the behaviors observed in the 
available data and no more. 
A model specification with policy levers relevant to the needs of the Central Coast agencies. 
A graphical user interface and an integrated software architecture with sufficient flexibility to 
maintain and edit a disaggregate database of households and individuals, facilitate day-to-day 
inspection of model results, scenario analysis and model maintenance. 
Adequate computational performance to support model application. 

The CCABM software as developed and implemented by Caliper for the Central Coast achieves the 
above objectives. It integrates all basic supporting functions such as skimming and traffic assignment in 
a single software platform, immediately ensuring demand-supply consistency with the desired fidelity of 
zone and network representations. This results in a true integration of demand and supply models, 
optimizes data exchange and computational performance, and enhances ease of use. The CCABM also 
provides a transparent and one-stop user interface to deliver a complex yet fully functional ABM from 
the user’s perspective. 

Historically, TransCAD has differed from other planning software by having a built-in GIS and relational 
database architecture that was designed to support disaggregate as well as aggregate models.  This is 
reflected in the ability to locate households at point or parcel locations, to create flow and travel time 
matrices that are point to point or node to node, to maintain very large databases of households and 
individuals, and to use relational and geo-relational database joins to append realized travel choices to 
individual records.  These capabilities are buttressed by the ability to access and utilize GIS data, to 
geocode address data, to work with the largest all-streets networks without any modification to their 
size or topology, and to visualize model inputs and outputs with informative map graphics. 

Over time, Caliper has been evolving TransCAD to directly support ABMs and other forms of 
disaggregate models.  The Central Coast ABM project software will also provide an important first test of 
a native, integrated software and is expected to yield insights that should benefit future ABMs. Some of 
the key features are listed below: 

A highly efficient Logit computational engine optimized for the heaviest choice models. ABMs 
are assembled from numerous choice models, each operating on many millions of data records, 
and fast Logit computations are key to practical model running times. 
Built-in multi-threading and fast matrix operations to automatically support the difficult network 
algorithms that compute skims and other quantities feeding into the choice models’ utility 
equations. 
The best-in-class interactive Logit interface to quickly experiment with (or test) stand-alone 
models. 
An estimation procedure for Multinomial and Nested Logit models for in-house and possibly 
inline model estimation and calibration.  
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Native Geographic Information System (GIS) support for seamless spatial data manipulations, 
network calculations and visualization. 
An innovative and modular flowchart interface for running and chaining entire sub-models. 
A parameter editor that automatically translates utility coefficient tables and other 
specifications into Logit-compatible inputs, so that the entire set of model inputs and 
parameters is available in one place without the need to open multiple files or the model code. 
A widely adopted modeling platform already familiar to the modeling community, and especially 
to the staff at the three Central Coast agencies. 

The Central Coast ABM Framework 
Figure 1 illustrates the overall process flow for the Central Coast ABM setup. The demand computations 
involve population synthesis, skim and accessibility calculations, long-term and short-term activity/travel 
predictions and origin-destination (OD) matrix synthesis. These are combined with aggregate models 
that capture travel related to externals, trucks and visitors before executing the supply-side model for 
highway traffic assignments. A convergence check ensures that the demand and supply components are 
consistent on the highway side, before predicting public transit outcomes via a separate assignment. 
The final steps involve output processing, report generation and scenario visualization. 

Figure 1: The Central Coast Activity-Based Model 

Differences from the ABM State of the Practice 
In this section, we describe several key differences between the Central Coast ABM and the state of the 
practice. These differences reflect important philosophical distinctions that have motivated this project. 

Managed, Data-driven Complexity 
The Central Coast ABM is intended to be as complex as the data will allow it to be, but not more. The 
components are built one at a time and bottom-up via a data-driven process where the behavioral 
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For the CCABM, one of the key model-building principles is parsimony, noting that any variables 
included in the model must also be forecast for each scenario. The robustness of the model’s predictions 
can be boosted by minimizing the occurrence of variables with hard-to-estimate coefficients. The 
CCABM’s sensitivities are mainly focused on the variables and effects of direct interest to the Central 
Coast MPOs. This approach still accommodates asserted specifications and coefficients, but only as a last 
resort and when specific policy levers are desired in the model despite the data lacking relevant 
statistically significant information. 

An added benefit is the reduction of running times and file storage requirements, both of which are 
expected to be key determinants of the model’s usability going forward. 

Enhanced Population Synthesis Matching Person Totals 
An ABM requires a solid synthetic population upon which to build its behavioral models. A synthetic 
population is a simulated enumeration of all the residents in the region, together with their basic 
demographic characteristics. Each synthetic household informs us of its (zonal) location, auto ownership 
and income levels, the number of persons residing therein, etc. Synthetic persons should be associated 
with household ID, age, gender, work status, work industry, etc.  

Synthetic populations must match observed aggregate totals (also referred to as marginals), and several 
population synthesis techniques are found in the literature and in deployed models (Barthelmy and 
Cornelis, 2012; Muller and Axhausen, 2011; Paul et al, 2018; Vovsha et al, 2015; Xin et al, 2009). In 
attempting to incrementally improve the accuracy of the synthetic population, the state of the practice 
has generally moved toward matching the joint distribution of all involved variables. Given that each 
variable has multiple levels to be matched (e.g. income might be stratified into low, medium and high 
while auto ownership might be split into 0, 1, 2 and 3+ cars per household), the joint distribution can 
involve an exponentially increasing number of combinations. Existing methods try to replicate, for 
instance, the number of 2-person households with one male non-working adult and one female worker, 
with 1 car between them and falling in the medium income range, for each zone in the region. If we 

hypotheses, model structures, relevant variables and all coefficients are derived from the local data. This 
eliminates the use of asserted models as the first (and last) model version, a key difference from the 
models proliferating in the state of the practice. A striking example is the number of trip purposes 
considered for non-mandatory (i.e. discretionary) tours. While practice models have used as many as 
nine different purposes, travel surveys are generally not able to provide more than a handful of records 
per purpose. Such a large set of choices will worsen the ability to estimate models from the available 
data. For the Central Coast ABM, discretionary tours can be either for shopping, or for all other purposes 
combined, thus boosting sample size and improving the reliability of the estimated model coefficients. 

consider a situation with household size (1, 2, 3, 4, 5+), income (low, medium, high), auto ownership (0, 
1, 2, 3+), gender (female, male) and age (5 categories), the resulting matrix has 5x3x4x2x5 = 600 cells. 
Each of these 600 cells must be matched to marginals for each of the thousands of zones in the region. 

As can be expected, the already sparse seed/survey coverage (a critical input to the population synthesis 
procedure) can get stretched thin across the hundreds of such cells. Several cells are often empty due to 
survey and sampling limitations, and this has triggered more research into the “zero cell problem” and 
other issues. All proposed solutions have relied on heuristic algorithms that keep close to the starting 
solution and/or have significant running times (Vovsha et al, 2015; Xin et al., 2009). 
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For the Central Coast ABM, the population synthesis process was simplified to recover significant 
computational efficiency while addressing the key limitation of simpler approaches of the past: an 
inability to simultaneously match person-level marginals (such as age and gender) and household-level 
marginals (including household size, income, auto ownership, etc.). The TransCAD synthesis module was 
enhanced to accept person marginals, and the iterative proportional fitting (IPF) workhorse has been 
augmented (Balakrishna et al, 2020) with a simplified version of the published iterative proportional 
updating (IPU) method. In our approach, the marginal for each variable’s level is matched iteratively and 
independently for a total of just 5+3+4+2+5 = 19 cells per zone. While this approach sacrifices the 
potential accuracy offered by the joint distribution, it delivers two significant positives: (a) almost 
perfect fit to both person and household marginals independently, and (b) impressive running time 
reductions from the state of the practice. The entire process for the three Central Coast MPOs put 
together runs in a matter of minutes compared to the hours and days reported in the literature for 
other methods (Xin et al, 2009). The modified IPU (m-IPU) procedure is illustrated in Figure 2. 

Figure 2: Modified IPU (m-IPU) Population Synthesis 

As an added benefit, the CCABM population synthesis user interface has been revamped for a more 
seamless interactive experience while setting up and running population synthesis. The new IPU 
functionality has also been added to this interface, with the flexibility to turn it on and off easily. The 
interface is being further enhanced to allow an “incremental” population synthesis, where a prior 
synthetic population is retained except where changes are warranted due to localized revisions in 
marginals (e.g. under a scenario test). 

The Central Coast population synthesis also uses a novel approach to correct inconsistencies in the 
marginals arising primarily from an obvious over-estimation of the number of households with five or 
more residents. It follows that the smaller-sized households are correspondingly under-estimated. The 
net result is the infeasibility of the population synthesis problem: matching the number of households 
makes it impossible to match the person characteristics (age, gender, etc.), and vice versa. We 
purchased third-party consumer data with a high degree of representation of the Central Coast 
population and used its more reasonable 5+ household numbers to re-allocate some of the larger 
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households into smaller bins. Care was taken to maintain the total population of the region. The 
corrected marginals ensured a feasible synthetic population solution that matches both the household 
and person totals for all zones. 

Explicit Household Pattern Choice 
One approach to modeling household tour patterns is to run a sequence of person-level choice models 
and have the household-level patterns emerge organically from these independent person-level 
outcomes. However, there are no binding constraints to ensure the feasibility and realism of the 
emergent decisions viewed in total. More importantly, studies comparing the simulated patterns to 
those recorded in the surveys are hard to find. The CCABM adopts an alternative approach that predicts 
the household-level pattern explicitly and jointly across all members of the household. 

Figure 3 shows a sample of two different household-level pattern possibilities from among many such 
feasible patterns. There are numerous constraints implicit in each such pattern, and involve adults’ 
worker status, work durations and start/end times, travel times to and from work, kids’ school start and 
end times, etc. It is nearly impossible that a sequence of individual choice models can accurately predict 
such patterns for every household in the estimation dataset. Inconsistencies and violations invariably 
creep in. An oft-encountered example pertains to school mode choice: a child independently chooses to 
be dropped off at school, but no qualifying adult is free to make this feasible. Existing ABMs generally 
post-process these violations by resetting the school mode to (say) school bus or walk/bike, but this only 
annuls the calibration of the school mode choice model at the very least. 

Figure 3: Illustration of Household-Level Patterns 

Given that such household patterns drive activity participation and the travel around it, the ABM should 
explicitly predict these patterns simultaneously so that the recurrence of different patterns can easily be 
counted and their comparison against the observed data can be directly assessed. For the Central Coast 
ABM, pattern choice is a combination of two types of decisions for each household: 

1. Mandatory decisions revolving around work, school, and university activity participation. 
2. Non-mandatory decisions determining the presence/absence of discretionary tours of both the 

joint and solo varieties. 
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The two sets of decisions above constitute the pattern choice. Subsequent models fill in the details 
about tour frequency, tour party composition (in the case of joint tours), destination, duration, start 
time, mode, and intermediate stop(s). In this approach, the pattern choice models can be directly 
estimated and calibrated to match the patterns observed in the estimation survey dataset, without the 
need to adjust numerous models in an ad hoc manner to achieve the observed distribution. 

High-fidelity Intra-household Constraints 
Real-world activity participation and scheduling decision-making in households can be a complex 
exercise, but it is even harder to generalize and reduce a diverse range of preferences, constraints, 
sensitivities, and decision protocols into a single model stream. Nevertheless, many of these 
considerations need to be a part of any ABM implementation to ensure consistency, improve 
computational efficiency and simplify model calibration/validation. The approach for the Central Coast 
ABM is systematic, behaviorally sound and disaggregate, as discussed below. Each of these decisions 
involved the development of a significant amount of model code to get the mechanics right. The effort is 
justified by the final product: a model that is more faithful to real-world decision processes and less 
likely to need post-facto adjustments to resolve inconsistencies. 

Mode Choice – Household Auto Availability 
Most existing ABMs consider the availability of cars within the household at some level. CCABM 
explicitly captures the interactions that happen within each household among the adults who have a 
driver license. Households that are not auto-sufficient (i.e.) those that have more licensed drivers than 
cars, must conduct trade-offs to determine who drives on a given day. This is not necessarily a daily 
exercise, but rather a long-term decision that is made simultaneously at the household level. Neither is 
this an ad hoc assignment of vehicles to individuals. For the Central Coast ABM, we use a list of priorities 
to dynamically manage the assignment of household autos to individuals. Full-time workers are at top of 
this list and are given first access to a car. If their mode choice decision is to drive, the car is taken out of 
consideration for others. If two or three of these persons choose to carpool, then one or two cars will be 
released to other members of the household. Part-time workers get the next chance to use the cars. Any 
that are again left over are made available to university students and non-working adults. This 
sequential allocation explicitly and dynamically maximizes each household’s auto utilization, in keeping 
with the concept that car ownership is generally driven by need. 

Mode Choice - Carpooling 
Carpooling can be an appealing way to reduce/share costs, decrease driver stress and improve the 
environment. However, carpooling can work only if the mandatory activities within the household (work 
and university) are within narrow spatial and temporal parameters. Both the activity locations and 
start/end times must be close so that a feasible carpool may be formed. 

Many existing models simply allow the mode choice model to select carpool, dividing the resulting trips 
by average carpool occupancy rates to arrive at the number of carpool trips. This is a level of 
aggregation that is at odds with the finer detail in the rest of an ABM. For the Central Coast, we pre-
determine carpool eligibility within each household and form groups that could feasibly carpool if they 
so desired. Apart from the spatio-temporal checks described previously, at least one person within each 
group must have a driver license and access to a car. If anyone within this group chooses to carpool, the 
group carpools. If they choose other modes, their car(s) are released to lower-priority individuals. 
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School Pick-up and Drop-off (PUDO) – Adult Person Allocation 
A big component of mandatory activities involves the drop-off and pick-up of children at/from school. 
For such tours to be feasible there must be licensed adult(s) available at home to handle these tours and 
who also have car(s) available to accommodate the process. These adults could be workers whose work 
activities (after accounting for travel times) leave them available at home at the right time. They could 
also be non-working adults.  

Rather than assuming the availability of qualified adults, CCABM estimates workers’ departure times 
based on their work activity start/end times and current skims between origin (home) and work 
destination to determine their availability to handle school Pick-up and Drop- off (PUDO) tours. Both 
PUDO intermediate stops and separate PUDO tours are modeled. If no such workers are available, we 
check for non-working adults. Only when this also fails, are the students’ mode changed to school bus. 

Tracking Time Use and Scheduling Decisions 
The Central Coast ABM features a Time Manager module that is tasked with always knowing the latest 
status of each person’s time commitments. The Time Manager can also answer queries related to the 
available free time for an individual, across multiple members of a household, or across all household 
members. The Time Manager updates these status variables periodically so that we know the time slots 
that are available for tour scheduling purposes. Solo non-mandatory tours can only be scheduled into 
gaps between mandatory activities. Similarly, joint non-mandatory tours can only be scheduled into 
gaps after both the mandatory and solo non-mandatory tours are in place. 

The Time Manager plays a critical role in ensuring internal consistency and in simplifying the highly 
complicated job of scheduling multiple tours across household individuals, some of whom might be on 
more than one tour during the day.  

The Time Manager innovation allows the Central Coast ABM to set dynamic constraints during the 
model run to ensure that infeasible (or highly unlikely) outcomes are eliminated rather than assigned 
low (yet non-zero) probabilities. Incompatible outcomes and constraint violations are thus inherently 
resolved without the need for ad hoc post-processing that often negates the calibrated outcomes from 
upstream models. 

Higher-fidelity Destination Choice Models 
The logsum is the long accepted (and theoretically derived) method to link multiple choice models that 
could simultaneously depend on each other. The most cited example is that of mode and destination 
choice: people potentially choose activity locations partly based on the attractiveness of the travel 
modes available to these destinations; they could also choose travel modes based on the attractiveness 
of the destinations that can be reached via each mode. The prevailing wisdom is to decide on the order 
of the models (based on trial model estimations or otherwise) and feed the lower model’s logsums up to 
the higher model as an additional utility term (or inclusive value). For instance, mode choice logsums 
may be input to the destination choice model.  

While the above approach has a solid theoretical underpinning, a few drawbacks have also been 
encountered in practice. One example is based on the selection of destinations using mode choice 
logsums. In a situation where the auto modes dominate, even significant improvements to public transit 
service may not be sufficient to move the logsum needle enough to trigger a redistribution in 
destination choice. This is because the logsum represents the maximum utility that can be derived from 
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all the available modes. If after public transit service enhancements the auto utility still dominates, the 
mode choice logsum will likely not change much. Key sensitivities related to active transportation, green 
mobility, etc. may thus be muted or suppressed. 

For the Central Coast ABM, we have explored an alternative approach where primary level of service 
variables are specified directly as utility terms in the mandatory tour destination choice models. If they 
were found to be statistically significant during model estimation, they have been retained to provide 
explicit sensitivity to network-side changes in transportation service. 

The Central Coast ABM does, however, recognize the role of the logsum in select model steps. The non-
mandatory tour frequency model, for instance, must determine the number of tours of either type 
(shopping and other) with no knowledge of destination and mode (that are predicted further 
downstream). In this case, it is advantageous to use a destination choice logsum so that the frequency of 
discretionary tours can be sensitive to skims and size variables. A key benefit from this approach is the 
ability to test scenarios that alter the attractiveness of destinations: the ongoing pandemic is a good 
example, where the number of stores/employees is drastically less than normal and hence should 
induce much fewer shopping tours. 

An additional deviation from the state of the practice is the estimation and application of destination 
choice models without sampling of alternatives. CCABM’s destination choice models are estimated and 
applied on the full set of zones, and the problem of sparse zone coverage is addressed through a two-
stage approach: a higher, more aggregate geographic unit is first selected (a block group for CCABM). 
Block group coverage is significantly better in the survey with each block group being selected numerous 
times. This enhances the model estimations and improves confidence in the coefficients. A zone from 
within the selected block group is then sampled using simpler criteria. TransCAD’s Logit engine 
efficiently executes the above calculations without the need for sampling, and this approach has been 
employed for the Central Coast. 

Revolutionary User Interface 
The simplest ABMs are complex by nature, particularly when compared to the trip-based models that 
they hope to replace. A seamless user interface is thus a necessity for modelers to apply and maintain 
the model on a regular basis. Such a system can only be ensured via a well-engineered suite of key 
features: 

A method to develop and run a complex model by chaining individual model files with little 
effort 
A graphical representation of the model structure to allow review of parameters, coefficients, 
and scenario settings without opening multiple files 
A scenario manager to logically arrange outputs from multiple runs 
A closed system of files and file locations for ease of specifying and managing the inputs and 
outputs for each sub-model and model step 
Standardized fieldnames for communication between model components and for visualization 
of outputs 

ABMs are comprised of multiple steps such as Population Synthesis, Network Skimming, Long-Term 
Choices, Mandatory Tour Decisions, and Non-Mandatory Decisions. Each of these steps is themselves 
made up of many sub-steps, so that the entire collation of sub-steps can be unwieldy to manage. This is 
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especially true at the model development stage when multiple staff might work on different parts of the 
ABM. 

The Central Coast ABM is built in TransCAD’s flowchart interface that has been adapted to facilitate the 
specific needs of CCABM. TransCAD’s flowchart capabilities include the ability to seamlessly chain 
models into a bigger model stream. This feature facilitates the independent development of critical 
pieces of the ABM by multiple staff and on multiple computers. Once each piece has been completed, a 
control model is set up to read each piece and chain it in the desired sequence. A key innovation is that 
the individual models can still be run in stand-alone fashion. A sophisticated software architecture 
allows global model parameters to be defined just once but shared across multiple sub-models, even if 
those models are run in stand-alone mode. 

Figure 4 illustrates the high-level structure of the Central Coast ABM, where each step is by itself a 
separate flowchart model file: 

Figure 4: Ensemble of Individual ABM Component Files 

Figure 5 indicates the flowchart’s ability to show steps and sub-steps in a clear and compact manner, so 
that users can easily navigate the complex model structure and peruse its specifications. In this example, 
the decisions pertaining to long-term choices are coded into a sequence of steps. The sub-steps of the 
Mandatory Participation step are further expanded for illustrative purposes: 
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Figure 5: Example model showing mandatory tour decision steps 

The flowchart interface is integrated with a parameter editor that allows the user to quickly review and 
edit settings and model coefficients, so that the need to directly modify the model’s code is reserved for 
the bigger changes related to model structure. Double-clicking on any blank space in the flowchart 
window will open the editor with a list of model steps shown on the left. Figure 6 shows how the utility 
equations of a choice model can be viewed and edited, using the work status model as an example. The 
coefficients, variables, and expressions relevant to the alternatives (full-time worker, part-time worker 
and non-worker) are displayed in tabular form. TransCAD automatically handles the translation of such 
tables into formats that are required by TransCAD’s choice modeling engine. 
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Figure 6: Illustration of the parameter editor showing utility equations for the work status decision 

TransCAD’s flowchart engine comes with a Scenario Manager designed for large and complex 
transportation modeling and analysis. The scenario manager is tailored to keep track of multiple runs 
that may feature differences in inputs and settings. The user can define a new scenario that essentially 
inherits the entire model structure and make changes that affect only a specific scenario. These changes 
are stored and tracked so that the integrity of the parent model is always maintained. The Central Coast 
ABM leverages this scenario manager feature. 

ABMs involve millions of calculations spanning potentially hundreds of variables. This inherent 
complexity is necessary to mimic the complexities of daily life. To simplify the user’s task of running such 
a model, most of the file and field name structures are pre-determined for internal consistency and 
efficiency.  

The most appropriate file types have been selected to store different inputs, temporary data, and 
outputs. The Central Coast ABM also features several large files that are intentionally kept in memory 
(rather than written to file when they are created). In-memory tables and matrices offer unparalleled 
computational efficiencies that are key to minimizing the running times of complex ABMs. Once these 
heavy calculations are completed, the necessary outputs are written to file to facilitate user analysis, 
post-processing, and visualization. 

Field names are also similarly standardized inside the model so that the user does not have to be 
concerned about breaking the dependencies between different models and model steps. For instance, 
the output from one step will likely become an input to one or more downstream models/steps. The 
Central Coast ABM automatically ensures that these connections are maintained without user 
intervention. The only exceptions are the few required fields from the Population Synthesis, which are 
documented in the user guide. 
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Output Visualization and Metrics 
An ABM’s key outputs are contained in tour and trip diaries that cover the entire daily activities and 
travel details for every person in the study region. It is expected that these files are massive, containing 
millions of records each and a few hundred fields. A big part of these data will also have spatial and 
temporal aspects. Data analysis tools are therefore needed to derive useful insights that can drive 
scenario analysis, inform policy decisions, and quantify benefits. 

An ABM dashboard for the Central Coast has been developed for better visualization of complex ABM 
results. This dashboard will be a curated selection of charts, maps, interactive diagrams, and animated 
views that slice the complex ABM output in logical and useful ways. The outputs will include broadly 
relevant metrics that have long been the mainstay of transportation planning, as well as newer 
perspectives that are warranted by the finer segmentation and temporal fidelity contained in the ABM. 
A sample view of such a dashboard is shown in Figure 7, which includes a thematic map of the Central 
Coast zones, a pie chart indicating region-wide mode choice fractions, and a time slider that can be used 
to interactively query the map and chart for any time window of interest. 
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Figure 8: Mode shares by tour purpose 

Some illustrative charts are shown in Figures 8-12: 

Figure 9: Activity duration by tour purpose 
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Figure 10: Tour departure time by purpose 
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Figure 11: Cumulative work activities by start time (half-hour increments) 

Figure 12: Work mode split (8:00-10:00 AM) by zone 
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Visuals of ABM outputs can make for a more intuitive understanding of the voluminous model results. 
However, it is also critical to post-process various quantitative metrics that must feed into downstream 
analyses that are also necessary for a rigorous comparison of scenarios. The Central Coast ABM has a 
custom module that calculates various metrics desired by the three agencies to support their policy 
recommendations and analyses. 

Transferability 
Transferability, or the application of a model in a different geographical location after little or no 
adjustment to its coefficients and parameters, is a highly desirable trait of travel demand models. If a 
model could be reliably transferred to a different region, it can result in significant savings in terms of 
data collection, model development, calibration, and validation. However, transferability studies must 
be performed rigorously and with available data to foster confidence in the statistical similarity of the 
behavioral modeling assumptions across the source and target geographies (See Karasmaa (2003) for an 
example). This step is critical in determining of the two populations have similar preferences and 
reactions to the same descriptors of their activity/travel needs and their transportation systems. 

The state of the practice of travel demand modeling has largely assumed transferability without a 
rigorous assessment of its merits. This is particularly true of the vastly more complex ABMs with data 
collection and calibration burdens much higher than those for traditional travel demand models.  

The transferability of ABMs is made harder by the general lack of survey data to estimate models. In 
fact, the data that are usually available are the same limited surveys that were previously used to build 
traditional travel demand models. The ability to pool these limited data, improve the reliability of the 
estimated models, and transfer them to similar locations is a highly appealing concept, and one that has 
been pioneered in Central Coast. The California Household Travel Survey (CHTS) and National Household 
Travel Survey (NHTS) were combined after ascertaining that there were no repeated households 
between them. The data were also combined across the three MPOs, resulting in a much larger pool of 
data than would have been available to any one of the three agencies in isolation. The resulting sample 
size augmentations have benefited all three agencies via the estimation of a single common framework 
and model specifications, which will then be adjusted individually to improve the fit for each agency 
separately. This approach espouses transferability across somewhat similar and geographically 
contiguous regions. 

Locally Relevant Policy Levers 
It is important that the Central Coast ABM facilitate the important sensitivity testing guidelines included 
in California’s SB-375 mandate. We have identified the most important SB-375 provisions and 
determining if the ABM possesses levers to test policies relevant to the same. For instance, several 
variables related to the urban landscape (such as household density, intersection density, transit stop 
density and non-motorized accessibility) are included in the models capturing the choice of mandatory 
and non-mandatory destinations. These destination choices are also sensitive to total and retail/service 
employment densities and job mix density. Some mode choice models are also sensitive to public transit 
fares. These are all key policy variables of interest to the State of California and elsewhere. The ABM can 
be used to determine the system-level impacts of changes to these parameters. 

The Central Coast ABM interface will also allow modelers to adjust the percentage of workers who might 
choose to work from home, an effect that is hard to judge from the estimation surveys that predate the 
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start of the Covid-19 pandemic. While the model itself is calibrated to a pre-pandemic baseline, the 
implementation will provide the flexibility to test externally specified work-from-home estimates. These 
values will be allowed to differ by work industry type to help capture differences between essential and 
non-essential employment types. 

Conclusion 
ABMs represent a paradigm shift from the status quo of travel demand modeling in more ways than 
one. They have the potential to paint a much higher-fidelity view of the daily activities and travel-related 
choices prevalent in a region and do so at the level of individuals and households rather than “average” 
residents. They may mimic the day-to-day decision-making of an entire population using variables and 
models that the traditional trip-based models could not. They also provide a temporal spread of 
activities much finer than the long peak and off-peak periods generally encountered in practice.  

However, these advantages come with challenges. Many existing approaches have resulted in highly 
complex models that feature borrowed/asserted structures and coefficients; ad hoc post-process 
adjustments to infeasible outcomes; limited user interfaces; and high computational burden. The 
Central Coast ABM addresses all the above restrictions and delivers a practical solution that is driven by 
the local data, adopts asserted coefficients sparingly and only when absolutely necessary, runs fast, and 
sports a user interface that collects the entire model and its numerous parameters in a single place. The 
most important outcome of this project is the creation of an ABM whose inner workings are transparent 
to the user, so that the model can be calibrated/validated and easily compared against more traditional 
travel demand models. This model could serve as a template for an ABM development strategy with a 
chance at successfully realizing the potential of this new modeling paradigm. 
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